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Abstract

Video dubbing requires content accuracy, expressive
prosody, high-quality acoustics, and precise lip synchro-
nization, yet existing approaches struggle on all four fronts.
To address these issues, we propose DiFlowDubber, the first
video dubbing framework built upon a discrete flow match-
ing backbone with a novel two-stage training strategy. In
the first stage, a zero-shot text-to-speech (TTS) system is
pre-trained on large-scale corpora, where a deterministic
architecture captures linguistic structures, and the Discrete
Flow-based Prosody-Acoustic (DFPA) module models ex-
pressive prosody and realistic acoustic characteristics. In
the second stage, we propose the Content-Consistent Tempo-
ral Adaptation (CCTA) to transfer TTS knowledge to the
dubbing domain: its Synchronizer enforces cross-modal
alignment for lip-synchronized speech. Complementarily,
the Face-to-Prosody Mapper (FaPro) conditions prosody on
facial expressions, whose outputs are then fused with those of
the Synchronizer to construct rich, fine-grained multimodal
embeddings that capture prosody-content correlations, guid-
ing the DFPA to generate expressive prosody and acoustic
tokens for content-consistent speech. Experiments on two
benchmark datasets demonstrate that DiFlowDubber out-
performs prior methods across multiple evaluation metrics.

1. Introduction

Video dubbing generates speech conditioned on subtitle
text, reference speech, and silent video, preserving the tar-
get voice while ensuring lip synchronization and emotional
expressiveness. Despite recent advances [3, 5, 17, 18, 4],
synthesized speech still falls short in naturalness, pronun-
ciation accuracy, and audio-visual synchronization. A core
bottleneck is the scarcity of large-scale, legally shareable
dubbing data. While modern TTS systems trained on large,
high-quality corpora [16] produce high-fidelity speech, they
lack video-conditioned prosody and lip synchronization. A
natural solution is to adapt pre-trained TTS models for video
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dubbing. Speaker2Dubber [17] fine-tunes a TTS phoneme
encoder for dubbing, improving linguistic richness but fail-
ing to leverage TTS prosody and acoustic modeling. Pro-
Dubber [18] addresses speech quality via prosody-enhanced
acoustic pre-training, yet still struggles with synchronization
due to its unconstrained duration predictor.

To address these issues, we present DiFlowDubber, the
first video dubbing framework built on Discrete Flow Match-
ing (DFM) [7]. Our approach fully exploits large-scale
TTS pre-training for expressive prosody, content fidelity,
and acoustic quality, then transfers this knowledge to the
video domain via a novel two-stage pipeline. We use pre-
trained FACodec [9] to factorize speech into prosody, con-
tent, and acoustic tokens, enabling fine-grained control. In
the first stage, a zero-shot TTS system is pre-trained on
large corpora: a deterministic architecture captures linguistic
structure, while the Discrete Flow-based Prosody-Acoustic
(DFPA) module generates expressive prosodic and acoustic
tokens. In the second stage, the Content-Consistent Tempo-
ral Adaptation (CCTA) module transfers TTS knowledge to
the dubbing domain. Its Synchronizer replaces the duration
predictor with a dual-alignment mechanism over text, video,
and speech to enforce precise lip synchronization. The Face-
to-Prosody Mapper (FaPro) extracts global prosodic cues
from facial expressions; its output is fused with the Synchro-
nizer’s to build rich multimodal embeddings that guide the
DFPA in generating expressive, content-consistent speech.

Our contributions are: ❶ We propose DiFlowDubber, the
first end-to-end video dubbing framework built on a dis-
crete flow matching backbone, combining zero-shot TTS
pre-training with a transfer learning stage for video dubbing.
❷ We introduce the CCTA module with the Synchronizer
for precise cross-modal alignment and FaPro for expression-
guided prosody. ❸ Extensive experiments on two bench-
marks show that DiFlowDubber surpasses state-of-the-art
baselines in content accuracy, naturalness, and lip sync.

2. Methodology
DiFlowDubber is an end-to-end pipeline with two stages:

❶ a zero-shot TTS system pre-trained on large-scale corpora
to model speech attributes via discrete tokens, and ❷ a video
dubbing adaptation stage that transfers this knowledge to the
visual domain via CCTA and FaPro.

https://nngocson2002.github.io/projects/diflowdubber
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Figure 1. An Overview of DiFlowDubber Framework.

2.1. Data Preparation

Discrete Speech Tokens. We use FACodec [9] to decom-
pose a speech waveform S into discrete prosody xp ∈
Nm×L, content xc ∈ Nn×L, and acoustic tokens xa ∈
Nk×L, along with a speaker embedding s ∈ RDs , where
m,n, k are the number of RVQ codebooks and L is the
token sequence length.

Text and Video Input. A grapheme-to-phoneme converter
[11] maps transcript T to phoneme tokens, which are then
encoded by a Phoneme Encoder into phoneme embeddings
p ∈ RN×D. For a silent video V, we extract face and lip
features following [3], projecting them via 1D convolution
into a shared space: v̂face ∈ RF×D and v̂lip ∈ RF×D.

2.2. Zero-shot TTS Pre-training

Content Modeling. A deterministic architecture (Teacher
in Figure 1) predicts n representations from phoneme se-
quence p, passes them through a Projection to obtain
h̃c ∈ Rn×L×D, and uses a Content Head to predict con-
tent tokens x̃c.

Discrete Flow-based Prosody-Acoustic (DFPA). The
DFPA models the joint prosody-acoustic distribution us-
ing a DiT-based [12] discrete flow denoiser. It takes xt =
[xp,t;xa,t] ∈ N(m+k)×L as input, conditioned on c com-
prising prosody/acoustic tokens, speaker embedding s of

reference speech Sr, and h̃c. The model is trained with:

LDFM = −
∑
i∈T

Et∼U [0,1],(x0,x1),xt
log p1|t(x

i
1|xt, c; θ),

(1)
where T indexes all token positions, and x0 ∼ p, x1 ∼ q
denote source (fully masked tokens) and target distributions.

Total Loss. The total loss combines Duration Predictor
loss Ld (MSE on log scale), content modeling loss Lc (cross-
entropy), and discrete flow matching loss LDFM:

LTTS = λ1Ld + λ2Lc + λ3LDFM, (2)

where λ1 = 0.5, λ2 = λ3 = 1.0.

2.3. Video Dubbing Adaptation

2.3.1 Face-to-Prosody Mapper (FaPro)

FaPro extracts global prosodic cues from facial features
v̂face by upsampling via a learnable interpolation-convolution
module, applying ConvNeXt V2 [15] blocks, and using m
FFT layers (one per prosody RVQ codebook) to predict:
z̃p = FaPro(v̂face) ∈ Rm×L×D.

2.3.2 Synchronizer

The Synchronizer bridges the modality gap via dual align-
ment: video-text and speech-text.

Video-Text Alignment. Cross-attention transformer
blocks take v̂lip as queries and p as keys/values, yielding



Table 1. Performance on the Chem dataset under both Setting 1.0 and Setting 2.0. In the Dub 1.0 Setting, the ground truth audio is used
as the reference, while in the Dub 2.0 Setting, a non-ground-truth audio sample from the same speaker within the dataset is used as the
reference. The best and second-best results are shown in bold and underlined, respectively.

Model
Setting 1.0 Setting 2.0

LSE-C ↑ LSE-D ↓ WER ↓ SECS ↑ UTMOS ↑ LSE-C ↑ LSE-D ↓ WER ↓ SECS ↑ MOS-S ↑ UTMOS ↑
Ground Truth 8.12 6.59 3.85 100.00 4.18 8.12 6.59 3.85 100.00 4.34 ± 0.18 4.18

V2C-Net [1] CVPR’22 1.97 12.17 90.47 51.52 1.81 1.82 12.09 94.59 44.19 - 1.76
HPMDubbing [3] CVPR’23 7.85 7.19 16.05 85.09 2.16 3.98 9.50 29.82 73.55 - 2.01
StyleDubber [5] ACL’24 3.87 10.92 13.14 87.72 3.14 3.74 11.00 14.18 82.07 4.02 ± 0.24 3.04
Speaker2Dubber [17] ACM MM’24 3.76 10.56 16.98 74.73 3.61 3.45 11.17 18.10 69.28 3.69 ± 0.25 3.64
ProDubber [18] CVPR’25 2.58 12.54 9.45 72.13 3.85 2.78 12.14 11.69 50.85 3.48 ± 0.26 3.76
EmoDubber [4] CVPR’25 8.11 6.92 11.72 90.62 3.82 8.09 6.96 12.81 85.06 4.14 ± 0.23 3.75

DiFlowDubber (Ours) 8.31 6.73 9.65 84.59 4.02 8.37 6.70 11.12 73.93 4.18 ± 0.18 4.03

attention map AVT ∈ RF×N . Using MFA-derived binary
alignment matrix MVT, we apply a contrastive loss:

LVT=−
∑N

j=1 log
∑F

i=1 mij ·exp(aij/τ)∑F
i=1

exp(aij/τ)
−
∑F

i=1 log

∑N
j=1 mij ·exp(aij/τ)∑N

j=1
exp(aij/τ)

,

(3)
where aij is the attention score between the i-th frame and
the j-th phoneme, and τ is a temperature parameter. The
result hvt, combined with phoneme durations from MAS
[10], is used to upsample phoneme embeddings to frame-
level representations p̂, which are then further upsampled
to speech-level using a learnable interpolation-convolution
module: hs = Upsample(hvt + Proj(p̂)) ∈ RL×D.

Speech-Text Alignment. Cross-attention is applied with
hs as queries and p as keys/values, yielding hst ∈ RL×D

and AST ∈ RL×N . A contrastive loss LST (symmetric to
Eq. (3)) further refines alignment:

LST=−
∑N

j=1 log
∑L

i=1 mij ·exp(aij/τ)∑L
i=1

exp(aij/τ)
−
∑L

i=1 log

∑N
j=1 mij ·exp(aij/τ)∑N

j=1
exp(aij/τ)

.

(4)
The final representation hsync ∈ RL×D is obtained after
ConvNeXt V2 refinement.

2.3.3 Content-Consistent Temporal Adaptation
(CCTA)

CCTA initializes from the TTS content model and replaces
the duration predictor with the Synchronizer. The global
prosody prior z̃p is fused with hsync via concatenation and
linear transformation, and passed through transformer blocks
to yield student feature zs ∈ RL×D. A cosine distillation
loss against the teacher feature zt preserves TTS knowledge:

Ldistill =
1

B

B∑
i=1

[
1− cos

(
φ(z

(i)
t ), φ(z(i)s )

)]
, (5)

where φ(·) is average pooling. A Content Predictor then
generates h̃p2c ∈ Rn×L×D and predicts content tokens via
cross-entropy:

Lc = CE(xc,MLP(hp2c) (6)

2.3.4 DFPA Adaptation

The DFPA denoiser is initialized from pre-trained TTS
weights and fine-tuned with modified conditioning: xr

p re-
placed by z̃p, acoustic conditioning set to zero embeddings,
and h̃c replaced by h̃p2c. The full conditioning input is e =
[econd; et] ∈ R(m+n+k)×2L×D, where econd = [z̃p;0;0]
promotes diverse expressive prosody.

2.4. Training Objectives

The total dubbing loss combines all objectives in Eqs. (1),
(3), (4), (5), and (6):

LDubbing = λ1Lc + λ2LCTC + λ3Ldistill + λ4LDFM + Lalign,
(7)

where Lalign = λ5LV T + λ6LST and λ1–λ6 are weighting
coefficients. An auxiliary CTC loss LCTC encourages hsync
to retain richer linguistic content. We set λ1 = 1.0, λ2 = 0.1,
λ3 = 0.1, λ4 = 1.0, λ5 = 0.001, and λ6 = 0.001.

3. Experiments
3.1. Experimental Setup

Datasets For zero-shot TTS pre-training stage, we use the
LibriTTS dataset [16]. In the video dubbing adaptation
stage, our model is trained and evaluated on the Chem [8]
and GRID [6] datasets.

Evaluation Metrics We evaluate lip sync via Lip-Sync Er-
ror Confidence (LSE-C) and Distance (LSE-D) using Sync-
Net [2], pronunciation accuracy via WER using Whisper-
large-V3 [13], speaker similarity via SECS [5, 17], and natu-
ralness via UTMOS [14].

3.2. Main Results

Result on the Chem dataset As shown in Table 1, Di-
FlowDubber outperforms current SOTA models across most
metrics. It achieves the best LSE-C and LSE-D, demonstrat-
ing the Synchronizer’s effectiveness in temporal alignment,
and the best WER in Setting 2.0 (second in Setting 1.0).



Table 2. Performance on the GRID dataset is evaluated under the same two Dub settings as in the Chem dataset.

Model
Setting 1.0 Setting 2.0

LSE-C ↑ LSE-D ↓ WER ↓ SECS ↑ UTMOS ↑ LSE-C ↑ LSE-D ↓ WER ↓ SECS ↑ MOS-S ↑ UTMOS ↑
Ground Truth 7.13 6.78 22.41 100.00 3.94 7.13 6.78 22.41 100.00 4.58 ± 0.13 3.94

V2C-Net [1] CVPR’22 5.59 9.52 47.82 80.98 2.41 5.34 9.76 49.09 71.51 - 2.40
HPMDubbing [3] CVPR’23 5.76 9.13 45.51 85.11 2.14 5.82 9.10 44.15 71.99 - 2.11
StyleDubber [5] ACL’24 6.12 9.03 18.88 93.79 3.73 6.09 9.08 19.58 86.67 3.83 ± 0.24 3.71
Speaker2Dubber [17] ACM MM’24 5.27 9.84 17.07 94.50 3.69 5.19 9.93 17.42 85.76 3.57 ± 0.26 3.73
ProDubber [18] CVPR’25 5.23 9.59 18.60 89.03 3.87 5.56 9.37 19.17 81.72 4.04 ± 0.16 3.86
EmoDubber [4] CVPR’25 7.12 6.82 18.53 92.22 3.83 7.10 6.89 19.75 86.02 4.33 ± 0.17 3.81

DiFlowDubber (Ours) 7.32 6.73 16.79 82.52 3.95 7.28 6.78 16.21 71.63 4.38 ± 0.18 3.93

For SECS, results are biased by shared speaker embedding
extractors; we therefore conduct MOS-Similarity (MOS-S)
evaluation under Setting 2.0, where our model achieves the
highest MOS-S score among the four latest baselines and
also the best UTMOS.

Result on the GRID dataset Table 2 shows that DiFlow-
Dubber consistently achieves SOTA performance across
most metrics, including synchronization (LSE-C, LSE-D),
pronunciation clarity (WER), and naturalness (UTMOS), in
both settings. The same SECS pattern applies; our method
achieves the highest MOS-S score, further confirming our
design choices.

4. Conclusion

We present DiFlowDubber, a discrete flow matching
framework for video dubbing with a two-stage pipeline:
zero-shot TTS pre-training with the DFPA module for ex-
pressive prosody and acoustic modeling, and a video dubbing
adaptation stage where CCTA transfers TTS knowledge via
the Synchronizer for precise cross-modal alignment, while
FaPro conditions prosody on facial expressions. Experi-
ments on two benchmarks show state-of-the-art performance
in synchronization, naturalness, and pronunciation accuracy.
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